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ABSTRACT 
: The combination of higher quality and cheaper 
sensors and an improved information 
infrastructure has made the practicality of 
prognostics and condition-based maintenance 
(CBM) operations, also known as prognostic 
health management (PHM), a reality in the last 
several years.  Although the CBM information 
has some inherent value, it may be claimed that 
the greatest potential for benefit lies in using this 
information to streamline the support operations 
to maximize availability while minimizing cost. 
 
The current paradigm for accomplishing this 
involves two distinct aspects: the health 
assessment procedure that may utilize the CBM 
system, and the logistics optimization procedure, 
typically involving an enterprise resource 
planning (ERP) system.  The connection between 
these systems is made by means of human 
operators with various goals and perspectives, 
and there is sometimes a communication barrier.  
This is with good reason since typical logistics 
optimization procedures often cannot take 
advantage of all the information available from 
CBM.  In this paper, we present several 
complementary approaches to help bridge this 
gap and construct tailored logistics procedures to 
use the CBM information for improved 
workscope planning, parts ordering, and supply-
chain management.  Specifically, we describe 
modified logistics optimization algorithms that 
incorporate machinery health information 
provided by a CBM system such as the current 
machinery health state, the expected future life of 

various components, and the uncertainty of these 
life estimates. 
 
Our preliminary results show that there is 
potential for dramatic improvements in 
operational efficiency using these modifications.  
Improved workscope planning to encourage 
“cluster repairs” has the potential to improve time 
between teardowns by nearly 50%, based on a 
simulation using gas turbine engine part data 
from the Royal Air Force.  Similarly, integrating 
prognostics and diagnostics information into the 
supply-chain optimization for stocking and 
ordering spares provides rapid feedback with the 
potential for huge savings in ordering fewer 
spares and locating them more judiciously. 
 
Keywords: Health Management, Logistics 
Integration, Prognostics, Workscope Planning, 
Equipment Reliability  
 
INTRODUCTION 
Condition Based Maintenance (CBM) has made 
significant strides over the last decade from the 
laboratory to field applications, as the cost of the 
necessary elements has decreased and their 
capabilities have increased.   
CBM Systems are responsible for fault detection, 
and often diagnosis of fault[1].  Recently, 
advanced sensors and improved on-board 
computing has made damage prediction[2, 3] a 
capability that is rapidly gaining attention as a 
viable means to dramatically reduce the cost of 
operations for large-scale fleet maintainers. 
This capability is applicable to a wide range of 
high-value, complex and mission-critical 
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applications including ground vehicles, ships, 
aircraft, spacecraft, manufacturing facilities, 
power plants, and various other industrial 
operations.  The case of aircraft gas turbine 
engines is particularly important due to the tight 
constraints on safety, availability, and operating 
margin.  The kind of damage addressed in this 
approach is incremental damage which 
accumulates over the lifetime of the device and 
ultimately leads to a failure defined as a loss of 
capability or availability. 
We feel that there is a technology gap in the use 
of the improved health state awareness from 
CBM technologies since operational tools for the 
enterprise often do not exploit the knowledge 
developed under CBM.  There have been several 
cost-benefit studies conducted to assess the 
potential benefits of condition-based 
maintenance, which suggest that CBM can 
provide a net gain in many important cases, 
especially for the high-value, complex and 
mission-critical systems under consideration here.  
Current practice typically organizes logistics 
information using an enterprise resource planning 
(ERP) system.  The primary considerations of 
ERP are to keep track of inventory and 
accounting aspects of enterprise resources  
However, current ERP systems do not fully 
utilize condition-based maintenance data in their 
forecasting and allocation of resources.   
To address this, we move beyond establishing the 
inherent value of CBM information and focus on 
specific strategies for resource scheduling and 
planning that exploit the existence of CBM 
information.  The fundamental concept is to deal 
with enterprise resource considerations as a 
dynamic system, and to apply our CBM 
knowledge to maximize availability metrics of 
this system while minimizing cost.  From this 
concept of the enterprise, the three strategies 
presented here involve actions (1) at the repair 
workscope planning decision level, (2) at the 
supply chain and warehousing of spares level, 
and (3) at the parts supply purchasing and 
allocation level. 
 
WORKSCOPE PLANNING VIA MODULE 
MATCHING 
 
The goal of module match optimization is to 
match the remaining life (either in flying hours or 
cycles) among all sub-components of a gas 
turbine engine to be as close as possible under the 
constraints of available spare sub-component(s) 
or parts.  In other words, the main objective of 
module matching optimization is to minimize the 
discrepancy of the calculated quantities among 
several modules of equipment.  Usually, this 
calculated quantity is a derived metric across 
modules that will directly contribute toward the 

key property of the equipment.  In the turbine 
engine case, the quantity is the remaining life in 
total accumulated cycles, of each module inside 
the engine.  Originally, each engine is equipped 
with several modules that have different, and 
often widely varying, remaining lives among 
them.  In the interest of maintenance scheduling 
and planning, it is ideal that all modules need 
maintenance actions when the engine is removed 
for shop visit.  Because of different life limits and 
availability of replacement modules (or parts), the 
engine will need to be prematurely removed.  
This situation is common in the real world and 
should be alleviated by eliminating the 
discrepancy in the remaining lives among all the 
modules on the same engine.  However, due to 
the fleet availability requirement and limited 
availability of spare modules, the concept of 
module matching is best implemented 
incrementally over time.  In practice, the module 
matching algorithm shall be applied to a subset of 
engines for removal instead of all engines at the 
same time. 

The module matching algorithm is then to 
minimize the discrepancy among all possible 
combinations of the remaining lives from all the 
engines in the subset to be removed.  This means 
to minimize the following objective function: 
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Each small difference term, kr1D , for all k = 1, 

…, N, represents a discrepancy between any 
combination of two modules in the selected 
engine (i.e., engine 1 in this example).   

The Module Matching Tool (MMT) is a software 
program that was demonstrated to Royal Air 
Force (RAF) of the U.K. for extending engine 
time between teardowns for a selected engine 
fleet.  The tool is displayed in Java Applet® and 
has the drag-and-drop capability for ease of 
manipulation.  The module matching software 
technology used in this demonstration was 
originally developed for the U.S. Air Force as 
part of an integrated suite of health management 
tools, called ICEMS™ (Intelligent Condition 
based Equipment Monitoring Software) [2].  The 
core MMT software was developed as a part of 
the decision support and life extension features of 
ICEMS™.  The MMT software was 
demonstrated for one squadron of RB199 engines 
in the RAF [3].  For the demonstration, a 
squadron, an engine bay, and a pool of spare 
engines were established as valid locations for 
parts (major life-limited parts) and assemblies.  
The tool allows users to specifically select which 
engines or engine sub-assemblies are to be 
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included or exempt from the removal process by 
means of the “Align” checkbox as shown in 
Figure 1.  This allows the flexibility to keep 
specific modules together as a group or to 
eliminate entire engines from the module 
matching analysis process if users do not want 
that particular group or engines to be involved in 
the process for some reason, such as they are in 
the shop.  

 

Figure 1: Selection screen in MMT 
software for specification of engines and 
modules.  Engines can either be in the 
‘build’ setting or the ‘de-select’ setting 
and specific parts may be excluded from 
alignment if desired. 
 
The analysis process is started by clicking the 
“Align” button, and an iterative component 
matching of all available components proceeds 
according to the aforementioned matching 
criteria.  The result suggests the best grouping of 
modules by remaining life of hours or cycles.  
Rules and procedures can also be a part of the 
matching criteria.  For example, minimum life 
remaining rules for various types of modules are 
incorporated into the MMT software to ensure 
that unserviceable parts are not considered in the 
matching process and different life limits are 
applied for life-limited-parts (LLP) type and non-
LLP ones.  Sometimes modules are found to be 
damaged enough and have to be scrapped, in 
which case they are “UnServiceable” (designated 
as “US”).  By selecting the “US” checkbox as 
shown in Figure 1, this particular module can be 
eliminated from the module matching analysis 
process.  The process simultaneously optimizes 
the exhaustion of life from LLP’s and thus 
reduces the number of occurrence of shop visits. 

 
Figure 2: Engine life comparison between 
pre-match and post-match process 
 

The MMT returns a graphic, shown in Figure 2, 
which displays the remaining life of pre-
alignment and post-alignment for each of the 
engines in the matching pool.  Once the user 
accepts the suggested result, selecting the “Build” 
button will hypothetically build the selected 
engine with the recommended grouping of 
modules or composition, and send the engine to 
the spare engine tool that is waiting for the next 
deployment.  This process can be repeated any 
time when service is required for one or more 
engines. 

In a repair process that includes the MMT 
software, the alignment among modules will 
actually reduce the frequency of aircraft shop 
visits substantially.  The potential benefits are 
clearly seen from a series of software simulations 
on RAF Tornado RB199 fleet, where the process 
of modules of engines alignment was performed 
constantly.  In the series of simulations, as an 
engine was up for module change due to 
exhaustion of a life limited part, it was removed 
from the squadron, added to the pool of parts, 
aligned with the MMT process and without this 
process.  Then it was built using the modules 
selected by the software, and finally sent back to 
the squadron for active service.  This whole 
process was repeatedly simulated over a period of 
several years.  Data for seasonal usage patterns or 
frequency was included in the simulation to make 
the results as realistic as possible.   
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Figure 3: Comparison of removal (or 
rejection) rate (per 1000 operating hours) 
for life limit parts between the one with 
MMT process and the one without MMT 
process 
 

Figure 3 shows the results of the simulation.  The 
upper curve is the engine rejection rate per 
thousand operating hours using the current 
practice (the one without the module matching 
optimization), and the lower curve is the one 
using the MMT tool.  As it is shown, significant 
reductions of the number of engine rejections 
occur in as short as twelve months.  Over time, 
the rejection rate drops from 2.5/1000 operating 
hours to 1.2/1000 operating hours with the 
module matching optimization. This leads to the 
extension of operating time period between 
rejections due to life limited parts by a factor of 
two.   

SUPPLY-CHAIN OPTIMIZATION 
INCORPORATING PROGNOSTIC LEAD 
TIME 
 
The logistics infrastructure necessary to conduct 
the repairs involves a supply chain which handles 
the necessary replacement parts that must be 
made available in time to perform a repair.  Based 
on an a priori estimate of the average rate of 
repairs, and the variance from this average rate, 
the supply chain is designed to facilitate on-time 
availability of replacement parts for repairs with a 
predetermined quality-of-service level. 

Our cost model for the logistic supply chain is 
focused on the level of safety stock required at 
each depot to support on-time repairs with the 
desired quality-of-service level.  Our model is 
based on a classical approach to the safety stock 
problem [9], and a mathematical presentation of 
the extensions to this supply chain analysis to 
address prognostics was presented previously [7].  
The description here is meant to be more 
expository than rigorous, and the reader is 
encouraged to consult the aforementioned 
reference for further details. 

The supply chain is modeled as a linear chain of 
depots as depicted in Figure 4, one depot 
supplying the next, with the first being a depot 
with plentiful supply (e.g. the OEM) and the last 
depot being the site of repair.  Each type of 
replacement part is considered independently, and 
the depot may store any type of part, although the 
costs of such storage may differ greatly between 
depots.  Storage costs are not charged in transit, 
but only when parts are actually stored in stock at 
a depot and are specified on a fixed per part basis 
(though different parts may have different costs). 

Depot
Stocking

Cost per part

inter-Depot transfer time 

repair sitesOEM/supplier

warehouses

Depot
Stocking

Cost per part

inter-Depot transfer time 

repair sitesOEM/supplier

warehouses  
Figure 4 Graphical depiction of supply 
chain with a supplier at the beginning of 
the chain and the repair site at the end of 
the chain.  Intermediate nodes are 
warehouses (depots) with varying 
stocking costs and transfer times. 
 
Typically, depots closer to the repair site require 
greater costs than those close to the source depot.  
Since the chain is linear, the processing time 
accumulates along the chain.  Each depot has a 
required service time for delivery, and should be 
stocked to fulfill that service time based on a 
quality-of-service metric (e.g. 99% on-time 
delivery).  The overall rate of repair used in the 
determination of the quality-of-service is 
stochastic, but the mean time between repairs is 
specified.   

Prognostic CBM systems are able to predict the 
time-to-failure.  However, this prediction 
becomes more accurate as the time-to-failure 
shrinks to zero.  To capture this, the prognostic 
prediction is represented as a lognormal 
probability distribution of failure times whose 
variance shrinks to zero as the time difference 
between the current time and the time-to-failure 
approaches zero.  The details of this distribution 
will depend on the strength of the prognostics, 
including the types of sensors and sensor 
processing being used.  A given rate of false 
negative predictions, a, is specified.  For 
example, a=0.08, indicates that 92% of the 
failures of a given type are predicted with 
corrective action scheduled based on the 
prognostic CBM indicator, and the remaining 8% 
to be caught by diagnostic alarms and potentially 
requiring unscheduled inspections or 
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maintenance.  From the value of a and the 
prognostic information, we can compute a single 
predicted failure time and update this prediction 
continuously.   

The lead time for repair scheduling afforded by 
the prognostic CBM indicator is the difference 
between the predicted failure time and the current 
time, TLead, according to the following formula: 

 TLead (t) = TRepair(t, a) - t 
 
where t is the current time, TRepair is the predicted 
failure time produced by the prognostic system.  
This relationship is depicted graphically in Figure 
5.  The earlier the prediction is made, the greater 
the lead time, TLead. This extra lead time benefits 
the supply chain by reducing the service time 
required for the repair site depot, and possibly 
making that service time negative.  On the other 
hand, since the distributional variance is larger 
for an earlier prediction, the conservativism 
required to achieve the false negative rate of a 
will lead to scheduling repairs before they are 
necessary for many of the parts.  Waiting to make 
a later prediction would have the benefit of 
diminishing the prognostic variance and 
improving the utilization of the parts.  We 
represent the costs associated with lost utilization 
of removing parts before they are necessary as Cfa 
which has the following formula: 

Cfa = (E[tfail] – TRepair) * Value_rate 
 

where E[tfail] is the average failure time from the 
prognostic prediction, and Value_rate is the value 
per unit time derived from using an existing part 
as opposed to using a new part. 
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Figure 5 Prognostic failure time 
distribution.  The lead time T lead  is defined 
as the difference between T repair  and t.  
The gray area represents the cost of early 
removal, C fa 
 

Combining this notion of prognostic lead time 
into the supply chain model involves two steps: 
(1) we add the early removal cost Cfa to the total 
holding and processing costs of the supply chain, 

and (2) we reduce the required service time of the 
last node in the supply chain by TLead(t).  This can 
be formulated as an optimization problem to 
minimize the overall costs subject to the 
constraints of the supply chain and of maintaining 
the rate of false negatives to no greater than a.  
The constraints are highly nonlinear and the 
solution of the optimization problem must thus be 
done by a min cost search algorithm.  Figure 6 
shows the results of solving this problem for a 
given set of inputs, which matches the relative 
sizes of the supply chain costs and transfer times 
depicted in Figure 4.  The upper plot shows 
different allocations of spare parts based on 
different values of prognostic lead time among 
the 5 depots (nodes) of the supply chain.  The 
lower right plot shows the total costs associated 
with each allocation.  Note that increasing lead 
time runs to the left in the upper plot and runs to 
the right in the lower plot.  As lead time is 
increased, the service time slackens and, at 
critical thresholds, spare parts may be moved up 
the supply chain closer to the supplier.  Thus, for 
zero lead time, the solution is to store all the parts 
at the repair site, and with enough lead time, one 
can order parts on demand.  For intermediate lead 
times, the optimal location for placing the parts 
may fall between these two extremes.  Given the 
cost of lost utilization, the optimal in this instance 
turns out to be an intermediate allocation, 
depicted by the green bars in the plot on the upper 
portion of the figure. 
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Figure 6 Results of supply chain 
optimization.   
 

DYNAMIC ALLOCATION FOR ROTABLE 
PARTS 
 
A rotable mechanical part is defined as a 
repairable part that is assigned and is tracked by a 
serial number.   One important measure for 
tracking rotable part supply is the Repair Cycle 
Time (RCT), which is the amount of time a part 
takes from removal from the machine to the 
repair vendor and ends up back in spares 
inventory.  The number of parts removals in a 
particular RCT can be modeled as a probability 
distribution.  The basis of inventory planning is to 
ensure a high probability (i.e., a fillrate of 95%) 
that the number of spare parts on hand is greater 
than the removal distribution. 

To track the spare parts supply for any given 
critical component of a mechanical system, we 
define the total inventory of spares denoted by s: 

s = OH + DI - BO 

where s is the steady state stock level, OH are the 
number of units on hand at a given time, DI is the 
number of units on order, and BO are the number 
of backorders in the repair queue.  This is an 
extension of analyses that involve disposable 
parts to rotable  parts as well.  To maximize the 
availability of necessary spare parts, we seek a 
stocking solution that maximizes the fillrate for a 
particular total stock cost.  To accomplish this, 
we calculate the reduction in expected back 
orders (EBO) for each additional spare unit, 
which may be computed as a statistical function 
of the DI variable, according to component 
demand. 

Our model for the component demand 
incorporates the statistics of the parts reliability, 
the usage profile, and the scale of the operations.  
The relationship between parameters is shown in 
Figure 7.  This leads to a model for the number of 
removals per repair cycle time (Removals/RCT).  
Combining this with the prices of the parts 
produces a model for the marginal expected 
backorders per unit currency, DEBO/$.  The 
methodology for this approach was first proposed 
by Sherbrooke [8]. 

 
 
Figure 7. Dependency tree of input 
variables for computing marginal 
expected backorders per unit of money.  
Reducing the probability of backorders 
will reduce the probability of delays in the 
supply of critical parts. 
 

The marginal expected backorders per unit 
currency, DEBO/$, is a key parameter for the 
analysis since we maximize availability by 
minimizing the expected backorders.  Thus, a 
mathematical optimization (i.e. maximization) of 
availability should mandate that the derivative of 
the expected backorder function is as large a 
negative number as possible for each unit of 
currency spent.  We therefore select purchases 
that minimize this parameter across all possible 
purchases of parts. 

Practically speaking, the parts allocation 
decisions occurs in two steps according to this 
model.  An initial optimization is made at the 
enterprise level, based on a fixed budget or 
required fillrate (the fraction of the time a needed 
part is in inventory), regarding which parts 
should be purchased.  Then, based on this pool of 
spare parts, an allocation should be made to 
assign the part to the repair location of greatest 
need.  For nontrivial cases, the solution for the 
overall optimization can become fairly complex.  
For example, even in a simple case one may 
easily be determining purchases for a dozen 
different parts over 5 locations, which leads to 60 
part-location combinations to compare.  In more 
realistic cases, the number of part types grows to 
the hundreds, and the number of locations may 
grow to the dozens.  Thus, a software tool is 
essential for performing the optimization.  This 
software tool also addresses the demand 
forecasting issues that arise in inventory 
planning, particularly calculating the mean-time-
between-unscheduled-removals (MTBUR) and 
repair cycle time.  Both of these values are highly 
uncertain, but drive the inventory planning 
process algorithms. 

Figure 8 illustrates a screenshot of the interface 
for this software tool.  The top of the screen 
shows dialog boxes showing the optimization 
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parameters of desired fillrate and resource 
fraction (highlighted), and dialog boxes for the 
input usage, base information, and parts 
information.  The green portion at the top of the 
screen summarizes this input data to the 
optimization with the parts data on the right and 
the site usage data on the left.  A number of fields 
are specified for each part, equivalent to the fields 
identified in Figure 7.   

 
Figure 8:  Software tool to demonstrate 
rotable parts optimization.  The green 
portion of the screen is a summary of the 
model inputs, and the yellow portion of 
the screen summarizes the allocation 
results. 
 
The bottom yellow portion represents the outputs 
from optimization.  The overall part acquisition 
instructions are shown on the left, and the 
allocation of these parts to specific sites is shown 
on the right in two columns.   

The process of base allocation gives the location 
of each individual part.  For example, if there are 
n parts in inventory, but nr parts in the repair 
cycle, this method will show where the (n – nr) 
should be allocated.  Fleetwise prognostic data 
could be employed to adjust the optimal 
inventory levels and locations. 

SUMMARY AND CONCLUSIONS 
 
Logistics operations for high-value, complex 
mechanical equipment are a major cost 
component of many important industries.  
Advanced machinery health information, 
available through CBM approaches, offers the 
potential for significant improvements for 
logistics planning and scheduling and, thus, for 
significant cost savings.  Three methods for 
incorporating CBM information into logistics 
planning and scheduling are presented here: (1) a 
method for matching the remaining useful lives 
for life limited parts in gas turbine engines, (2) 

supply chain optimization incorporating 
prognostic lead time, and (3) a systems approach 
to rotable inventory planning.  Each of these 
offers a distinct benefit to the planning and 
scheduling process.   

Workscope planning via a module matching tool 
(MMT) addresses repair planning issues to 
optimizes opportunistic repairs on life-limited 
components.  The result is an approach that will, 
in time, reduce the overall number of necessary 
scheduled periods of downtime by clustering 
component replacements to occur simultaneously.  
In our simulations using engine data from the 
Royal Air Force, a 50% reduction in the total 
number of teardowns was achieved over a four 
year period.   

The supply chain optimization addresses the 
positioning of spare parts along the supply chain 
from the manufacturer to the location in the field, 
accounting for prognostics.  In a prognostic CBM 
system, sensor processing is used to predict the 
future remaining life, even in the case of 
nominally non-life-limited components.  Since 
the CBM information about prognostics, the 
predictions of remaining future life, improves in 
accuracy for any given component as one 
approaches the actual failure time, there is a 
trade-off between increasing prognostic lead time 
and being overly conservative in replacing parts 
before their service life.  The optimization 
strategy presented here balances these concerns 
and positions parts along the supply chain to 
facilitate “just-in-time” ordering of parts based on 
a prognostic alert, either from a stocking location 
within the enterprise or from the manufacturer.  
Our results show that the optimal locations 
change depending on the balance of these 
considerations. 

A dynamic allocation tool for rotable parts 
applies a multi-echelon approach, balancing the 
availability concerns for a variety of parts over a 
number of locations, and thus can incorporate 
fleet-wide maintenance statistics in determining 
inventory levels and part allocation.  By 
periodically reevaluating the allocation results, 
the maintenance data is automatically 
incorporated into subsequent resource allocations.  
This methodology can also incorporate demand 
forecasting tools to enable daily evaluations of 
the safety stock of a fleet to insure optimal 
availability. 

An important commonality among these 
strategies is that they are all computationally 
complex.  Thus, they require specialized software 
in order to operate.  We envision that such 
strategies will eventually be integrated into the 
Enterprise Resource Management software and 
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will facilitate incorporating the benefits of CBM 
as a part of standard engineering practice.   
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